THE PARSING PROBLEM

INPUT: the lawyer cross-examined the withess

OUTPUT: 5
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DATA FOR PARSING EXPERIMENTS

e Penn WSJ Treebank = 50,000 sentences with associated trees

e Usual set-up: 40,000 training sentences, 2400 test sentences



AN EXAMPLE TREE

Canadian Utilities had 1988 revenue of C$ 1.16 billion
mainly from its natural gas and electric utility businesses

In Alberta , where the company serves about 800,000
customers .

TOP

NP NNPS veﬁ”'////ru/\ﬁp
NP Pp
| L T

N I/\P RB N PP

| T T e

P PRES 3 NU cc 3 RN NNS | P
cd  CD PUNC, MAR
ch, WHADVP

I

P
}P\ NNS PUNC.

RB CcD
Canadian Utilities  had 1988 revenue of C$ 1.16 bhilion , mainly ~ from its natural gas and electric utlity businesses in  Alberta where the  company serves about BOLOO customers .
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THE INFORMATION CONVEYED BY PARSE TREES

1) Part of speech for each word

(N =noun, V = verb, D = determiner)

N
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the burglar robbed D N

the apartment



2) Phrases

S
NP VP

V NP

|
the burglar rob|bed DT/\I\I

the apartment

/\
DT N T
|

Noun Phrases (NP): “the burglar”, “the apartment”
Verb Phrases (VP): “robbed the apartment”

Sentences (S): “the burglar robbed the apartment”



3) Useful Relationships

S
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the burglar rob|bed DT/\N
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= “the burglar” is the subject of “robbed”



AN EXAMPLE APPLICATION: RETRIEVAL

Find all cases where IBM bought something

4

“Find all sentences where IBM is the subject of
bought, purchasedr acquired

IBM acquiredLotus
In a surprise move yesterddiM acquiredLotus

In a surprise move yesterdaysM, which has recently
been losing business to Microsadi;quiredLotus



A SECONDAPPLICATION: MACHINE TRANSLATION

e English word order is subject — verb — object

e Japanese word order is subject — object — verb

English: IBM bought Lotus
Japanese: IBM Lotus bought

English: Sources said that IBM bought Lotus yesterday
Japanese:  Sources yesterday IBM Lotus bought that said



A CONTEXT-FREE GRAMMAR

S = NP VP V = saw

VP = V NP N = man

VP = V NP PP N = woman
VP = V NP NP N = telescope
NP = D N D = the

NP = NP PP P = with

PP = P NP P = 1In

e Enumerates all possible trees for a sentence



THE PROBLEM WITH THE PARSING PROBLEM: AMBIGUITY

INPUT:
She announced a program to promote safety in trucks and vans

4

POSSIBLE OUTPUTS:
And there are more...



AN EXAMPLE TREE

Canadian Utilities had 1988 revenue of C$ 1.16 billion
mainly from its natural gas and electric utility businesses

In Alberta , where the company serves about 800,000
customers .
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Canadian Utilities  had 1988 revenue of C$ 1.16 bhilion , mainly ~ from its natural gas and electric utlity businesses in  Alberta where the  company serves about BOLOO customers .

DT Z




A PROBABILISTIC CONTEXT-FREE GRAMMAR

S = NP VP 1.0
VP = V NP 0.4
VP = V NP PP|04
VP = V NP NP|O0.2
NP = D N 0.3
NP = NP PP 0.7
PP = P NP 1.0

e Each rule has a probabillity

V = saw 1.0
N = man 0.7
N = woman | 0.2
N = telescope 0.1
D = the 1.0
P = with 0.5
P = 1In 0.5

e Maximum Likelihood estimation

P(VP = VNP | VP) =

Count(VP = V NP)

Count(VP)




S
NP VP
| /\
N V NP

IBM  bought N
|

Lotus

PROB = (TOP—> S)
P(S — NP VP « P(N —s [ BM)
P(VP — V NP) x P(V — bought)
P(NP — N) X P(N — Lotus)
P(NP = N)



THE SPATTER RRRSER (MAGERMAN 95;FELINEK ET AL 94)

e For each rule, identify the “head” child

S = NP VP
VP = V NP
NP = DT N

e Add word to each non-terminal

S(questioned)
NP (lawyer) VP(questioned)
/\
DT N RS
| | V NP (withess)
the lawyer | =N

questioned DT N
| |

the withess



A LEXICALIZED PCFG

S(questioned) = NP(lawyer) VP(questioned) ??

VP(questioned) = V(questioned) NP(witness) | ?7?
NP(lawyer) = D(the) N(lawyer) ?7?
NP(witnhess) = D(the) N(witness) ?7?

e The big question: how to estimate rule probabilities




CHARNIAK (1997)

S(questioned)

J P(NP VP | S(questioned)
S(questioned)

NP VP(guestioned)
Y P(lawyer| S,VP,NP, questioneg)

S(questioned)

NP(awyer) VP(guestioned)



SMOOTHED ESTIMATION

P(NP VP| S(questioned)=

A\ X count(S(questioned)NP VP

Count(S(QuUestioneq)

Count(S=NP VP
C’ount(S)

—l—)\g X

e Where0 < X\, o < 1,and); + X =1



SMOOTHED ESTIMATION

P(lawyer| S,NP,VP,questioned=

Ao x count(lawyer| S,NP,VP,questioned
L count(S,NP,VP,questioned

C’ount(lawyer\ S,NP,VB
tho X = S.NPVE

C’ount(la\/\Neﬂ NP)
+A3 X Count(NP)

e \Where( < )\1,)\2, )\3 < 1, and)\1 + Ao + )\3 =1



P(NP(lawyer) VP(questioned)S(questioned)=

count(S(questioned)NP VP

()\1 X Count(S(queStioned)
_|_>\2 % C’ount(S—)NP VP) )
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X ()\1><
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tA xS NP VR

C’ount(lawyer| NP
—|_)\3 x C’ount(NP) )



LEXICALIZED PROBABILISTIC CONTEXT-FREE GRAMMARS

e Transformation to lexicalized rules

S— NP VP
vs. S(questioned)» NP(lawyer) VP(questioned)

e Smoothed estimation technigues “blend” different counts
e Search for most probable tree through dynamic programming

e Perform vastly better than PCFGs (88% vs. 73% accuracy)



e PCFGs

INDEPENDENCEASSUMPTIONS
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e Lexicalized PCFGs

S(questioned)
NP (lawyer) VP(questioned)
7 N
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TREEADJOINING GRAMMARS

e |n context-free grammars, basic units anges
S

N
NP VP

e In TAGS, basic units arexicalized tree fragments

S NP NP NP
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guestioned



TREEADJOINING GRAMMARS: TwO COMBINATION OPERATIONS

e Substitution

S + NP
|
/\ N
NP VP |
N lawyer
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TREEADJOINING GRAMMARS: TwO COMBINATION OPERATIONS

e Adjunction

S + VP
RN VP PP
NP VP
/\
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\Y NP |
N with
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— S




PROBABILISTIC TREEADJOINING GRAMMARS

e Substitution
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PROBABILISTIC TREEADJOINING GRAMMARS

e Adjunction

T1 s + T2 v
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PROPERTIES OFTREE ADJOINING GRAMMARS

e PTAGSs introduced by (Resnik, 1992; Schabes, 1992)

e In general form, TAGs armildly context sensitive
A natural restriction leads to context-free TAGS

e Can duplicate lexicalize PCFG$ut give a much cleaner
treatment of many linguistic phenomena

e Chiang (2000) gives accuracy results for PTAG Sarkar (1998a,
1998b, 2001) develops statistical theory, algorithms and
unsupervised training of PTAGs. Xia (2000) describes
algorithms for extraction of TAGs from treebanks. Srinivas
(1997) develops alternative statistical formalisms for TAGSs.




PROBABILISTIC GRAMMARS/GENERATIVE MODELS

Each rule in a grammar has an associated probability
Probability distributionP(7") defined over all trees

— Underlying grammar enumerates candidafgss) for a
sentenced

— Each candidate tree is given a “scoie(’T’)
— best tree folS isarg maxper(sy P(T)

Good points:

1. Efficient estimation (relative frequency)
2. Efficient search

Bad point: very awkward to encode some features



ONE ABSTRACTION OFPARSING

e Glven

— A training set of sentence/tree pairs

— A way to enumerate candidates for a sentence
(e.g., a grammar)

— Fixed representation of each tree as a vector

¢(x) = 1h(2), ha(x), .. hon(2) ]

e Question: how to train a model that ranks trees?



PARSE TREE REPRESENTATION

o A fixed set of base featurés(x) represents the tree
Feature vector Is

o) = (), ho(2), - s T () }

e One example:
hs(x) is the count of the’th rule in a grammar

hi(x) = number of timegS — NP VP) is seen in(x)
ho(x) = number of timegNP — DT NN) is seen inz)

e A more “exotic” example:

hi(z) = number of times &P dominatedet the cat out of the
bag



LINEAR MODELS FORPARSING

e Grammar enumerates candidates:fthr training sentence
{zi1, Tiay .., Tin, }
e Represent each tree as a vector
p(x) = {hi(x), hao(), ... b ()}

e Parameters define a “score” for each parse
F(x) =) ashs(z) = (@, ¢(z))
e Question: How to estimai&?

Some answers: MRFs (Abney 1997, Rosenfeld 1997, Johnson et al. 1999)
Boosting (Freund and Schapire),
Support Vector Machines (Cortes and Vapnik)



DISCRIMINATIVE TRAINING

e The(i, j)'th pair is correctly discriminated if

F(l’zl) > F(CEW)

Zozh (21) >Zozs (%)

e Try to find & which classify all training points correctly
l.e., F(z;) > F(x;;) foralli, j > 2

e But “simple” parameter settings are better
Motivation: low VC dimension, bayesian arguments

e Several methods trade off error rate vs. “complexity” of
parameter settings



MARKOV RANDOM FIELDS: JOHNSON ET AL (1999)

e Define conditional probabilities

e They use bayesian estimation witlgaussian priar

a” = arg max (Z log P(x;1) — > ozg)



SUPPORTVECTORMACHINES (CORTES ANDVAPNIK 1995)
(JOINT WORK WITH NIGEL DUFFY)

Minimize
Do

Under the constraints

F(zy)— F(x;) > 1 foralle, j



BOOSTING

e Exponential losgFreund, lyer, Schapire and Singer 98)

e Minimize

v 5 e (@in)—F(wij]

i j=2

while using asmall number of features

e Recent work used a lexicalized PCFG to generate 20
candidates per sentence, 500,000 additional features, gave a
significant improvement in parsing accuracy



CONCLUSIONS
Major problem is ambiguity:
how to choose between candidate trees?
PCFGs
Lexicalized PCFGs
Probabilistic TAGs

— Better treatment of several linguistic phenomena

Discriminative training methods

— New, richer representations of trees
— Try to find a simple hypothesis that minimizes error rate

Other areas for future work:

— Unsupervised learning
— Applications such as translation, information extraction



